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1 Introduction

This document aims to set out some basic definitions to facilitate development of the CMIP5 distributed archive. 

1.1 Scope: Naming of data entities and associated meta-data in user visible contexts for the CMIP5 archive.
1.2 Context: The CMIP5 archive will be distributed between several centres using different storage architectures. These differences should be hidden from the user. 
The data reference syntax (DRS) should be sufficiently flexible to cover all the services which the archive might wish to offer, even though resource limitations may restrict the services which are actually delivered within the CMIP5 time frame. The DRS needs to take account of the user resources (usually a file system based data store) and the software to be used by the archive (such as OPeNDAP). The context in which the system will be used will require a compromise between brevity and clarity (e.g. UKMO instead of United Kingdom Meteorological Office) but there should be no ambiguity and easily accessible expansions of all terms. 
1.3 Purpose: The Data Reference Syntax (DRS) should provide a clear and structured set of conventions to facilitate the naming of data entities within the data archive and of files delivered to users. The DRS should make use of controlled vocabularies to facilitate documentation and discovery. Providing users with data in files with well structured names will facilitate management of the data on the users’ file systems and simplify communication among users and between users and user support. The controlled vocabularies will be useful in developing category-based data discovery services. The elements of the controlled vocabularies will occur frequently in software and web pages, so they should be chosen to be reasonably brief, reasonably intelligible, and avoid characters which may cause problems in some circumstances (e.g. “/”, “(“, “)”).
1.4 Requirements: The Data Reference Syntax (DRS) should meet the following requirements:

1. The DRS names of  “core” datasets in the CMIP5 experimental design should be predictable (i.e. such names can be assembled unambiguously from the DRS and its associated controlled vocabularies, alone.) 

2. The DRS should be sufficiently extensible to describe variables and time periods beyond those defined in the CMIP5 core.
2 Atomic dataset: definition
The archive will consist of a collection of “atomic datasets”, defined as follows:
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A tomic Dataset   A collection of data defined by {activity, institute, model,  scenario/experiment, data frequency, variable name, local ensemble  member, version}, where the last two may be omitted if there is no ensemble  and only one version.  


The definition is intended to provide a well founded naming system to record archive contents in a structured way. An atomic dataset consists of one variable (field).  For each variable the atomic dataset contains the entire spatio-temporal domain, with one value at each included time and position. The “atomic datasets” may be very large entities, with up to 1000 years of daily model output – it is not intended that they represent chunks of data which can usefully be put into single files. The first six components (activity, institute, model, scenario/experiment, data frequency and variable name) should all come from controlled vocabularies. 
3 Data Reference Syntax components
The data reference syntax will allow user software to access software using strings made up of components. These components will either be from a controlled vocabulary or be derived from a clearly specified algorithm, with a well specified inverse. 

3.1 Controlled vocabulary components: for each of these components there will be an extensive description available, but the component values should be short strings, of around 8 characters length (though some may be substantially longer), so that an identifier consisting of a concatenation of around 6-8 components is manageable. [Note: Defining these controlled vocabs remains tbd at the time of this writing.]
3.1.1 Activity: This component will allow the DRS to be extended to other model intercomparisons. It should have a single value for the IPCC AR5 data:CMIP5. It may be useful to have a separate activity for the ancillary data, e.g. CMIP5-ANC. 
3.1.2 Institute: Identify the institute responsible for the model results. Eg. UKMO.
3.1.3 Model: Identify the model used, e.g. HADCM3.
3.1.4 Scenario/experiment: The scenario used to force the model, eg SRESA1 [in AR4 there are different flavours of each scenario which are only identified in the model description or in the published papers describing the experiments – this should be improved upon]. (There will be a controlled vocabulary promulgated by WGCM or Metafor.)
3.1.5 Frequency: Frequency of data stored: e.g. 6hourly, daily, monthly, annual.

3.1.6 Variable name: This could be a CF standard name, but there will be problems with, for instance, daily max. air temperature, which has the same standard name as daily min air temperature. In this example common usage does not follow the CF structure. 
3.2 Algorithmic components:
The ensemble member and version will be integers, but the syntax for naming the atomic dataset should make the distinction between the two clear. This could be achieved by including “v” in the version field. This “…._2_v1” would be ensemble member 2, version 1. Algorithmic component names should be of the form ‘<id><number>[-<number>]’, possibly with more numbers appended. The <id> should serve to identify the nature of the algorithmic component. New components may be required (e.g. latitude and longitude ranges) and should be added in such a way that the id makes unique interpretation trivial.
3.2.1 Ensemble number
 This will be a pure integer, with no id.

3.2.2 Version number [id=’v’]

The version number will be ‘v’ followed by an integer.

3.2.3 Time instants and periods [id=’t’]

Time instants will be represented by ‘tyyyy[mm[dd[hh]]]’, where ‘yyyy’, ‘mm’, ‘dd’, ‘hh’ are integer year, month, day and hour respectively. Information about the calendar being used will be stored in the files. The DRS does not cover the possibility that different calenders may be used in a single experiment. 
Time periods will be represented by ‘tyyyy[mm[dd[hh]]]-yyyy[mm[dd[hh]]]’.

3.3 Permitted Characters.
The character set permitted in the components needs to be restricted in order that strings formed by concatenating components can be parsed. For the purposes of this scoping exercise, it will be assumed that the components will be used in URLs, punctuated by “/”, “=”, “:”, and “?”, and in the names of files delivered to users, punctuated by “.” and “_”. The permitted characters will be: a-z, A-Z, 0-9, “-“.
4.1 Other Issues
4.1 Developing controlled vocabularies.

Vocabularies for Activity, Institute, Model, Scenario/experiment, data frequency, and variable name need to be developed. A board should be appointed to determine these vocabularies based on the following guidelines:
4.1.1 Activity: Two activities should be sufficient for this archive: CMIP5 and CMIP5-ANC. However, we might want to distinguish between data which arrived in time for AR5 and that which didn’t. [Note: There may be a need to introduce two activities, IPCCAR5 and CMIP5, which point to overlapping datasets. If, for example, a modelling centre updates its model projections after the termination of the IPCC AR5 submission period, the new data will not be admitted to the IPCC AR5 reference archive. In this case the CMIP5 and IPCCAR5 activities diverge. In most cases, however, IPCCAR5 and CMIP5 activities would point to the same data. Whether, and how to implement dual activity definitions needs further discussion]
4.1.2 Institute: The institute name should be that preferred by the institute for use in the scientific literature. Names should be constructed for consortia which are reasonably short (4 to 8 characters) and nmonic. For clarity, consortium names should start “C-“. The name should be completed with either the lead institution (e.g. “C-CCSR” for a partnership led by CCSR) or a list of participating countries (e.g. “C-DEKR” for a German/Korean partnership).  (I think PCMDI already have a controlled vocab for this.)
4.1.3 Model: The model name should as used in the literature, with adjustments to avoid use of special characters (see 3.3 above), replacing them with “-“. E.g., the MIROC3.2(hires) model would be referred to as MIROC3-2-hires.
4.1.4 Scenario/experiment: 
Option 1: The scenario vocabulary should specify the greenhouse gas emissions. Specification of the atmospheric concentrations used as model input will be given in the meta-data. This corresponds to AR4 practice, and facilitates grouping of projections relevant to a particular scenario.

Option 2: The scenario vocabulary should specify the emissions scenario and any subsequent modeling used to generate the input to the climate model. E.g. “SRESA1-BERN-REF” for models using the greenhouse gas concentrations generated by the BERN carbon cycle model reference run. “SRESA1” would be used only for model with their own carbon cycle driven directly by emission levels published in the SRES report. 

4.1.5 Frequency: The terms used will be: “6hourly”, “daily”, “monthly”, “annual”.

4.1.6 Variable name: Variable names will be based on the NetCDF CF standard names, but (1) the “_” in the standard names will be replaced with “-“ in the controlled vocabulary (see 3.3 above), (2) for variables which are defined by a combination of standard name plus cell_methods in the CF convention, the standard name will be further modified by a suffix, with “-“ joining the suffix to the standard name, e.g. “air-
temperature-daily-max”.


4.2 Uniqueness of component names

The control vocabularies should have no overlap: that is, a variable name should not also be a frequency, model name, or element of any other vocabulary. This permits the unique identification of any component without the need for accompanying label or positional information.
4.3 Building file names
[Note: This item describes data delivery policy.  Requires agreement from participating orgs.] Data will often be delivered to users as files: it is desirable that the name given to the files delivered should be both meaningful and independent of the route used to obtain the files. Uniqueness can be guaranteed by concatenating the component names in the order in which they are listed in this document. The component names will be separated by a ‘_’, except that the Atomic Dataset components will be separated from subsequent components (only time selection in v0.9 of the DRS) by a “.”.
5 Constructing URLs

5.1 Generic pattern
The default URL for addressing the data will be based on positional use of the component names, with ensemble member and version being optional, defaulting to ensemble member “1” and most recent version respectively. i.e:
http://<domain>/<activity>/<institute>/<model>/<scenario>/<frequency>/ <variable>[/<ensemble>[/<version>]],
where square brackets enclose optional elements.
5.2 ExampleA typical atomic dataset URL (using option 1 for the scenario name):

     http://cmip_data.org/IPCCAR5/UKMO/HADCM3/SRESA1/monthly/air-temperature
or http://cmip_data.org/IPCCAR5/UKMO/HADCM3/SRESA1/monthly/air-temperature/1/
v2

or http://cmip_data.org/IPCCAR5/UKMO/HADCM3/SRESA1/monthly/air-temperature/1/t2010-2029
I don’t think we should have a common  host domain! Since we would then need to dereference to the physical location in one of many locations (and in fact the same files may be in several locations).
5.3 Filenames

[Note: This item describes data delivery policy.  Requires agreement from participating orgs.] 

The associated filename should reflect the component names in the URL (if the entire atomic dataset is downloaded):

IPCCAR5_UKMO_HADCM3_SRESA1_monthly_air-temperature_1_v2.nc
Or

IPCCAR5_UKMO_HADCM3_SRESA1_monthly_air-temperature_1.t2010-2029.nc
For a section of an atomic dataset.



Atomic Dataset


A collection of data defined by {activity, institute, model, scenario/experiment, data frequency, variable name, local ensemble member, version}, where the last two may be omitted if there is no ensemble and only one version.








�have I misunderstood? [MNJ] looks OK to me.


�This is actually ensemble number – version would have a “v”: I went for the brief option of not having an “e” to explicitly identify the ensemble element. As it is currently written, an integer in its own must refer to ensemble element. 


�Presumably this is the version number of the data at the end.  Should we make section 5 into two sub-sections – one which lays out the complete pattern (effectively restates section 3 in 1 or 2 lines) and the other which gives examples.  That would provide a quick reference for readers.
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